
Chapter 1
Sequential Anomaly Detection Using Wireless
Sensor Networks in Unknown Environment

Yuanyuan Li, Michael Thomason and Lynne E. Parker

Abstract Anomaly detection is an important problem for environment,fault diag-
nosis and intruder detection in Wireless Sensor Networks (WSNs). A key challenge
is to minimize the communication overhead and energy consumption in the net-
work when identifying these abnormal events. We present a machine learning (ML)
framework that is suitable for WSNs to sequentially detect sensory level anoma-
lies and time-related anomalies in an unknown environment.Our system consists
of a set of modular, unsupervised, machine learning algorithms that are adaptive.
The modularity of the ML algorithms to maximize the use of resource constrained
sensor nodes in different environmental monitoring tasks without reprogramming.
The developed ML framework consists of the following modular components. First,
an unsupervised neural network is used to map multi-dimensional sensor data into
discrete environmental states/classes and detect sensor level anomalies. Over time,
the labeled classes form a sequence of environmental states. Next, we use a variable
length Markov model in the form of a Probabilistic Suffix Tree(PST) to model the
relationship between temporal events. Depending on the types of applications, high
order Markov models can be expensive. We use a symbol compression technique
to bring down the cost of PST models by extracting the semantic meaning out of
temporal sequences. Lastly, we use a likelihood-ratio testto verify whether there
are anomalous events. We demonstrate the efficiency our approach by applying it
in two real-world applications: volcano monitoring and traffic monitoring applica-
tions. Our experimental results show that the developed approach yields high perfor-
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mances based on different benchmarks compare to traditional fixed length Markov
models.

1.1 Introduction

Wireless Sensor Networks (WSNs) of spatially distributed autonomous sensor
nodes collect information and make inferences about the environments that they
are sensing. Size and cost constraints on these sensor nodesresult in corresponding
constraints on resources such as energy, memory, computational speed and com-
munications bandwidth. As a result, WSNs have inspired resurgence in research on
machine learning (ML) methodologies with the objective of overcoming the phys-
ical constraints of sensors. Research in WSNs area has focused on networking is-
sues, such as connectivity, deployment, scheduling, allocations, etc; and application
issues such as environment monitoring [5], [9], [10], [11],[24], [25], [28], [29],
and [30]. Identifying events or observations which do not conform to an expected
pattern (anomaly detection) is one of the most important challenges for environment
monitoring, fault diagnosis, surveillance, and intrusiondetection in WSNs. A key
problem is to minimize communication overhead and energy consumptions in the
WSN while identifying these anomalous events.

This paper focuses on the ML issues from the application perspective. Our goal
is to develop a distributed ML framework for WSNs to detect sensory level anoma-
lies and time-related anomalous events in previously unknown environments. The
term “unknown environment” means that it is infeasible to pre-program the state
of the environment and the types of anomalies before system deployment. Both the
state of the environment and the types of anomalies must be learned by the system
autonomously over an initial period of time.

The development of the ML procedure is inspired by the following design cri-
teria. WSNs typically consist of a large number of sensor nodes; flooding a large
amount of collected data through the network for central decision making can be
a huge burden on resource-constrained sensors. It has been shown that hierarchical
learning structures in WSNs can significantly reduce data transmitted [6, 10]. Be-
cause of a large number of sensors, tuning the parameters of ML algorithms can be
a long and tedious process. Therefore, it is important to have the ML algorithms be
unsupervised, adaptive, and have as few parameters to adjust as possible. In addi-
tion, we believe that the ML framework should be modular, so that the system can
serve as many applications as possible without reprogramming. Each ML compo-
nent can be removed (turned off) if its capability is not required. Due to the nature of
WSNs, it is important to have detection decisions in real-time in order to be mean-
ingful to end users. Besides accurately detecting anomalous events, we also desire
the ML algorithms to be computationally efficient. Our online approach is different
from conventional approaches because ML techniques like Expectation Maximiza-
tion (EM)-based and gradient-based algorithms are off-line and computationally ex-
pensive.
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In this work, we propose a hierarchical, distributed, and modular anomaly detec-
tion system that can make decisions continuously in real-time. The system uses an
online unsupervised classifier to perform sensor fusion from multiple sensors and
classify the sensor signals online. We further extend the classifier to detect time-
related anomalies through the use of a more robust, high performance and memory
efficient anomaly detection method. This method consists ofsymbol compression
approach that extracts the semantic meaning from the raw data, along with a Prob-
abilistic Suffix Tree (PST) that is a data driven and memory efficient method for
anomaly detection. In addition, we use an unsupervised likelihood-ratio detector to
make sequential anomaly detection decisions over time.

The contribution of this chapter is the development of a sequential anomaly de-
tection system — a novel general approach that autonomouslydetects anomalies
using sensor data that is collected by a WSN in a distributed fashion. This system
exhibits all of the desired characteristics outlined earlier in this section. Our re-
search makes use of a number of existing techniques, combining them in such a way
that the system is able to achieve general capabilities thathave not been previously
achieved for anomaly detection in WSNs. Thus, our contributions are primarily at
the systems level. Specifically, this research makes several important contributions
to WSN research, including:

• Makes PST practical for time modeling in WSNs by extracting semantics out of
temporal sequences.

• Enables the system to save communications costs by compressing temporal se-
quences in WSNs.

• Enables the system to making sequential decisions without prior knowledge of
the types of anomalies in the environment.

• Uses an anomaly detection system that is modular and flexiblein design.

The rest of this chapter is organized as follows. We first review related work in
Section 1.2. We then present our proposed approach in Section 1.3, which includes
our network architecture, the time analysis module and likelihood ratio detector. In
Section 1.4, we test the approach in two application domains: volcano monitoring
and highway traffic monitoring. Finally, we summarize our findings in Section 1.5.

1.2 Related Work

Following an iterative design process, we first designed a heuristic finite state ma-
chine approach to time series analysis in WSNs in [13]. This prior approach was
demonstrated to be successful in detecting time related anomalies for a robot work-
ing with a WSN in an intruder detection problem. However, we subsequently devel-
oped a more sophisticated approach to time series analysis,which includes a more
powerful variable length Markov model representation, andthe ability to compress
time sequence data, reported partially in [16], with significant new details and new
experiments reported in this current chapter.



4 Yuanyuan Li, Michael Thomason and Lynne E. Parker

Various regression models have been proposed for time-related analysis in WSNs
(e.g., [25]). Wang et al., have used AutoRegressive Moving Average (ARMA) mod-
els to predict future target positions in a WSN [28]. Most of these systems are linear
regression models, which have been widely used outside the wireless sensor net-
work domain as a way to approximate and summarize time series, with applica-
tions in finance, communication, weather prediction, and a variety of other areas.
However, regression models involve a complex parameter estimation process and
may suffer from model mismatch and bias-variance trade-offproblems. There has
been some work on the use of probabilistic time-series models in WSNs, such as
the Kalman Filters (e.g., [8]). These systems rely on a combination of local and
global probabilistic models, which are kept in sync to reduce communication be-
tween sensor nodes and the sink (e.g., [8]). In general, Kalman Filter-based models
are sophisticated and require significant computation, thus making them unsuitable
for resource-constrained WSNs.

The fixed length Markov model is another commonly used technique for time se-
ries analysis [27]. Examples of fixed order Markov models include the Markov chain
and Hidden Markov Model. Due to the limited resources in WSNs, building fixed,
high order Markov models is not feasible. Instead, variablelength Markov models
(VLMMs) are more appropriate [17]. Mazeroff et al., [19] implemented VLMM in
the forms of PST models and Probabilistic Suffix Automata (PSAs) to build models
of benign application behavior with the goal of detecting malicious applications in
Windows XP, which can be easily applied to WSNs. The VLMM is a data-driven
Markov model that supports online learning and online detection. Note that in prac-
tice, the VLMM is usually implemented in the form of a PST or a PSA model. The
two models are proven to be equivalent [22]. A PSA model can beinferred directly
from a PST model by using the algorithm described in [19]. ThePST models depend
on a fixed number of random variables; in PST models this number of conditioning
random variables may vary based on the specific observed realization. PST model is
a data-driven technique, which can be easily applied to WSNs. Our research makes
use of the PST to model time sequence data and to detect time-related anomalies.
PST models can be expensive in both space and time if not implemented carefully.
Many researchers have proposed algorithms to build PST models in linear time and
space (e.g., [2]). Lin et al., have proposed an online PST-based time-series visual-
ization tool to aid aerospace analysts [18]. In addition, the method is automatic, and
can be applied without assuming any preliminary information. PST models have
been applied in WSNs for object tracking (e.g., [24]). To thebest of our knowledge,
our work is the first work that makes use of a PST model to detecttime-related
anomalies in WSNs. Our results show that a PST has the same performance as the
same order Markov model with less memory cost. The PST model has been shown
in applications involving prediction (in non-WSN applications) in [3] as well.
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1.3 Approach

In this section, we first introduce the overall system architecture. Then, we discuss
temporal models in detail. Lastly, we describe our sequential anomaly detection
process via likelihood-ratio test.

1.3.1 Architecture for the WSNs

We use a hierarchical learning/communication structure for our WSN. The sensor
nodes in the WSN are divided into clusters, as shown in Figure1.1. Each cluster has
a clusterhead and multiple cluster members. Each cluster covers a geographic re-
gion and is responsible for detecting the environmental changes in that region. Both
cluster members and clusterheads run an identical detection system — a classifier,
a time analysis model, a likelihood-ratio test detector, and a missing data estimator.
Cluster members read in vectors of raw sensor signals (e.g.,light and sound) from
the environment as input, and then perform sensor fusion andclassify sensor sig-
nals into corresponding classes. If the signals do not matchone of existing classes,
an abnormal alert is raised. The details of our unsupervisedclassifier can be found
in [13]. Over time, our system accumulates a sequence of environmental states/class
that describe the temporal events in the environment. Cluster members build tem-
poral models that describe the temporal events in their monitoring regions. Then,
likelihood-ratio tests are performed to verify if there areanomalous temporal events
at local levels. After the classification process, class labels are transmitted to their
higher level clusterheads. Clusterheads often cannot receive complete labels from
all of their cluster members, due to unstable wireless communications. Ignoring
missing data would result in too many false positives (as justified in our previous
work [14] [15]). Thus, the clusterheads first pre-process the collected class labels
by identifying and estimating the missing values (using ourtechnique described
in [14]). Since the learning system has a hierarchical structure, clusterheads may
have higher level clusterheads, which classify their classlabels. Finally, the root
node obtains the final model of the environment. With this learning architecture,
the system is able to detect both abnormal environmental changes and time-related
changes. Note that we assume cluster assignment is given. Therefore, optimal clus-
ter design is not in the scope of this research.

We keep our design in a modular form because it gives human operators the
flexibility of turning off the modules that are not needed. For example, the operator
can turn off the time analysis module if analyzing time is notof interest. In addition,
the WSN can be easily scaled to a large number of sensors. At the same time, this
hierarchical approach reduces communication, which in turn saves energy in the
WSN.
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Fig. 1.1 The overall learning architecture for WSN. All sensor nodesrun the same programming
image. Depending on the role of the sensor node (clusterhead/cluster member), the assigned mod-
ules are activated. The cluster members use raw sensor signals as input and detect anomalies at a
local level. The (compressed) sequences of class labels arethen sent to the clusterhead to detect
anomalies at a higher level. The root clusterhead has an overall representation of the environment.

1.3.2 Temporal Models

After the sensor fusion and classification process is finished, the system further
checks whether there are time-related changes. Figure 1.2 demonstrates the flow of
the sensor signals of an individual sensor node in our system, which is a significant
extension over our prior design in [13]. The temporal sequence model is a two-step
process. First, the sequence of classes is compressed with asymbol compressor (de-
scribed in Section 1.3.2.1). It operates efficiently by sampling the string statistics
in a manner that allows a compressed representation and exact reconstruction of
the original string. Depending on the implementation, learning and generating can
be offline or online, real-time or non-real-time. Then, the compressed events are
built into a PST model (described in Section 1.3.2.1). In order to detect time-related
changes, the system measures the likelihood of the current compressed sequence,
compared to the PST model(s) learned during the training phase (described in Sec-
tion 1.3.2.2).

Fig. 1.2 The proposed architecture for an individual sensor node. Each sensor node consists of
three components: a classifier to detect anomalies in the sensor signals, a symbol compressor to
compress the temporal sequence, and a time model to detect time-related anomalies.



Title Suppressed Due to Excessive Length 7

Note that we propose this two-step structure to make our system more flexible
when capturing the temporal sequence information. For example, system design-
ers may substitute another symbol compression method or Markov-based model
as desired. When modeling the temporal sequence, if time duration within a state
(class) is not of interest, the designers can simply remove all consecutive repeated
class labels in the symbol compression stage and let the PST model only the state
sequences.

1.3.2.1 Identifying Semantic Symbols from Temporal Classes

Identifying semantic symbols is of particular interest since it allows reasoning to
be extended from individual temporal classes to a higher semantic level. These se-
mantic symbols can be constructed using compression algorithms. Compression al-
gorithms can roughly be categorized into lossless or lossy compression. Lempel-
Ziv77/78 and Lempel-Ziv-Welch (LZW) are the most widely used dictionary-based
compression techniques [23]. The main mechanism in both schemes is pattern
matching: find sequence patterns that have occurred in the past and compress them
by encoding a reference to the previous occurrence. Our temporal sequence com-
pression process is defined as follows. The encoder/compression algorithm takes a
sequence of class labelsC = {c1, · · · ,cT} and compresses it into another sequence
denoted byS, which encodes higher-level semantic meaning.

The LZW algorithm performs limited analysis to the sequence. Thus, it is de-
signed to be fast but may not be optimal. With the limited resources of a WSN,
it is important to reduce the amount of processing. In a typical compression run,
the algorithm takes a string as input, and processes the string using a dictionary
of distinct substrings. The algorithm encodes the string (and builds the dictio-
nary) by making a single left to right traversal of a sequence. Initially, the dictio-
nary contains the alphabet with its corresponding encoding. Then it sequentially
adds every new substring that differs by a single last character from the longest
match that already exists in the dictionary. This repeats until the string is con-
sumed. The idea is that, as the string is being processed, thedictionary is popu-
lated with longer strings, and allows encoding of longer sub-strings of the string at
each replacement. For example, suppose we have a source temporal sequence with a
three-letter alphabetΣ = {1,2,3}, and we wish to compress the temporal sequence
C = {1,2,2,2,2,3,3,1,2,3,2,2,2,2,1,3}.Based on knowledge about the source se-
quenceC, LZW builds the dictionary shown in Table 1.1. The output encoded string
of S in this example is{0,1,4,1,2,2,3,2,5,1,0,2}.

The interpretation of the temporal sequence compression process is as follows.
Each entry in the dictionary denotes a sub-sequence in the initial temporal sequence
to be compressed, while the corresponding index is the “new”compressed temporal
symbol with higher semantic meaning. The compressed sequence carries the higher
level semantic meaning of the initial temporal sequence. The length of each dic-
tionary entry corresponds to a real-world event in discretetime. Specifically, the
length of a single-alphabet entry in the dictionary denotesthe time duration of the
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Table 1.1 Example dictionary built by LZW algorithm

Dictionary
Index(code)Entry(class labels) Index(code)Entry(class labels)
0 1 7 33
1 2 8 31
2 3 9 123
3 12 10 32
4 22 11 2222
5 222 12 21
6 23 13 13

event’s occurrence and the corresponding index carries that semantic meaning. For
example, the entry “2222” in Table 1.1 indicates the environment is in state “2” for
4 time units. The corresponding index “11” indicates 4 time units of state “2” in
the compressed temporal sequence. Dictionary entries withmultiple alphabets may
have a real world meaning as well. For example, the entry “12”could correspond in
the real world to a person taking one minute to add coffee powder and water into a
coffee machine, and then it takes the machine one minute to make a pot of coffee.
The whole process is now associated with an index “3” that hasthe real semantic
meaning “making-coffee”. Therefore, the compressed temporal sequence is able to
maintain the higher-level semantics of the initial temporal sequence while using a
shorter length.

In WSNs, transmitting a compressed sequence saves communication costs com-
pared to transmitting uncompressed raw data. Note that withthe proposed two-step
temporal modeling process, it is not necessary to keep all entries in the dictionary.
Especially with limited memory in the wireless sensor nodes, we wish to build a
small dictionary. If a system can afford to build a PST with order up toM, dictio-
nary entries with length shorter thanM can be pruned, since they can be modeled
by anM-th order PST. System designers may choose to further prune the dictionary
entries based on their knowledge of the application. To further prune the dictionary,
system designers may select relevant features based on the application. The relevant
features are the dictionary entries with real-world meanings that are relevant to the
specified application.

1.3.2.2 Modeling Semantic Interactions Using PSTs

A practical application may have days or months of normal activity followed by an
anomaly lasting only minutes. A WSN that is designed to modeltime sequences
should be able to model this process and be able to detect suchanomalies. However,
it is infeasible to model the activity using a traditional high order Markov chain,
since anL-th order Markov model requires|Σ |L states, where|Σ | denotes the num-
ber of alphabet symbols andL is the length of past history/memory being modeled.
For a large variety of time-related sequential data, statistical correlations decrease
rapidly with the distance between symbols in the sequence. If the statistical corre-
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lations are indeed decreasing, then there exists amemory lengthM such that the
empirical probability changes very little if conditioned on subsequences longer than
M. Ron et al. [22] proposed a solution to this problem. The underlying observation
in that work is that in many natural sequences, the memory length depends on the
context and therefore is not fixed. Therefore, as in [22], we propose to use a Variable
Length Markov Model (VLMM) to preserve the minimal subsequences (of variable
lengths) that are necessary for precise modeling of the given statistical source. This
results in a more flexible and efficient sequence representation. It is particularly at-
tractive in cases where we need to capture higher-order temporal dependencies in
some parts of the behavior and lower-order dependencies elsewhere. The VLMM
model can be implemented in the form of Probabilistic Suffix Tree (PST). A PST
is a tree whose nodes are organized such that the root node gives the probability
of each symbol of the alphabet while nodes at subsequent levels give next-symbol
probabilities conditioned on a combination of one or more symbols having been
seen first.

The constructed PST model is a symbolic predictive model: the underlying con-
tinuous time signals are first abstracted to a discrete space, analogous to a set of
finite classes. In some cases, this has the advantage of beingmore immune to the
problems of noise while still preserving the essential underlying patterns or depen-
dencies that govern behavior in the observed domain. Arguably, it also produces a
more understandable model since its components are higher level abstractions. All
these advantages of the PST model make it suitable to model temporal sequences in
WSNs.

One of the challenges of using a PST model on resource constrained sensor nodes
is that the model complexity may grow exponentially with thememory depending
on the data, which makes it impractical for resource constrained sensor nodes. Us-
ing PST models directly to model the sensor data is computationally prohibitive.
Thus, we use a data driven approach to automatically infer discrete and abstract
representations (symbols) of primitive object interactions. These symbols are then
used as an alphabet to infer the high level structures of typical interactive behav-
iors using PST models. This Markov model represents high level semantic notions.
These environment features are invariant of the sensor classes and time dependen-
cies. They constitute the input to a statistical learning framework where discrete
representations of interactive behaviors can be learned bymodeling the probability
distribution of the feature vectors within the interactionfeature space.

Symbolic modeling and processing have several advantages over continuous
measurements and models, including: 1) sensor data is oftendiscrete (e.g., certain
radar systems [27]); 2) environments that are modeled with discrete states that have
clear physical interpretations are natural and easy for humans to interpret (e.g., vol-
canic eruption or no eruption vs. vibration measurements);and 3) data compression
techniques, which we use to reduce the size of the observations, typically require
discrete state representations.

The PST model [22], which was originally designed for classification purposes,
has the advantage of improved extraction of statistical information from sequences.
The trade-off is that it deliberately throws away some of theoriginal sub-sequences



10 Yuanyuan Li, Michael Thomason and Lynne E. Parker

during the analysis process to maintain a compact representation. In resource con-
strained WSNs, compact data models save energy in nodes by reducing the amount
of data being transferred among the nodes. We are interestedin building models of
the environment that are able to support both interpretation and anomaly detection.
We achieve this by using PSTs to efficiently encode the sequences of the classes
corresponding to observed interactive behavior in the feature space. In the follow-
ing, we provide more details of the PST. Then, we explain how the PST is used to
detect time-related anomalies in the WSN.

The PST is a stochastic model that uses a suffix tree as the index structure.
This approach is based on the “memory” of natural sequences.That is, the root
node of the PST gives the empirical probability of each symbol in the alphabet
while each node at subsequent levels is associated with a vector that gives the
next symbol given the label of the node as the preceding segment. For example,
P(si+1|s0...si) = P(si+1|si−M...si), wherei > M, gives the empirical probability dis-
tribution P of the next symbolsi+1 given the lastM symbols in the preceding seg-
ment. Furthermore, a tree of orderM hasM levels beyond the root. To illustrate,

Root 2

same as parent

(1/3, 1/3, 1/3)

3

1

2_1

3_1

1_2

3_2

2_3

(0, 2/3, 1/3)

(1/3, 0, 2/3)

(1/2, 1/2, 0) (1/2, 1/2, 0)

(1, 0, 0)

(0, 0, 1)

(0, 1, 0)

(0, 0, 1)

Fig. 1.3 An example order-2 PST based on a compressed sequenceS = {1,2,3,1,2,3,2,1,3}

consider a (compressed) sequenceS = {1,2,3,1,2,3,2,1,3} with a three letter al-
phabetΣ = {1,2,3}. Figure 1.3 shows the order-2 PST inferred from the observa-
tion. Beginning with the root node, which represents the empty string, each node is
a suffix of all its children. The probability vector below thenodes gives the condi-
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tional next-symbol probabilities. Moreover, all symbols are shown on the same level
of the tree. Next symbol “transitions” jump from one branch to another, not from a
parent node to its children. This transition pattern is due to the suffix format of the
node labels. Some branches typically die out early while other branches propagate
to the maximum depth of the tree. Additionally, if a child node carries an identical
next-symbol probability distribution as its parent node, the child node is pruned.
Detailed PST inference and pruning procedures can be found in [19].

Let S = {su : u ∈ U} denote a compressed temporal sequence of sizeU , where
u denotes the discrete time unit after compression. To model the normal behavior
using the Maximum Likelihood criterion, we find a model that maximizes the proba-
bility of a given sequence of observations. Given a PSTθ , the total likelihood of the
observations can be expressed mathematically asL = P(S|θ ). If the probability of
the observation sequence given the model is below a threshold c, then an anomaly is
detected. A likelihood-ratio detection scheme is addressed in detail in the following
subsection.

The computation for this procedure is fast and inexpensive.The PST model has
been shown to be implementable in linear time and space [2]. Let the length of
the training sequence ben, the memory length of PST beM, the alphabet beΣ ,
and the length of a testing sequence bek. Apostolico and Bejerano’s PST building
algorithm takesO(n|Σ |) time [2]. This procedure is a one-time overhead cost to
the system during the initial period (unless the PST needs tobe updated). To detect
anomalies after the PST is constructed, the system has to calculate the likelihood
that the testing sequence matches the built PST. The sequence matching procedure
is a simple tree traversal, and the detection procedure takes O(mk) time. Thus, it is
practical for sensor nodes that have limited resources.

1.3.3 Likelihood-ratio Test for Anomaly Detection

In statistics, a likelihood ratio test is used to compare thefit of two models, one of
which (the null model) is a special case of the other (the alternative model). The
test is based on the likelihood ratio, which expresses how many times more likely
the data are under one model than the other. Like statisticalhypothesis testing in
general, it has been widely used in many different areas of applications such as
speaker verification [21].

Let X denote a hypothesized sequence of events,f0 denote the distribution of a
normal sequence of events, andf1 denote the distribution of abnormal sequence of
events. Suppose that the testing sequenceX has one of two possible distributionsf0
or f1. The task of anomaly detection is to determine ifX is has probability density
function f0. The anomaly detection task can be restated as a hypothesis test between:

H0: X has probability density functionf0
and

H1: X has probability density functionf1
The test that we construct is based on the following idea: if we observeX = x,
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then the conditionf1(x)> f0(x) is evidence in favor of the alternative; the opposite
inequality if evidence against the alternative.

We are interested in detecting anomalies in an unknown environment. We assume
that during the initial training time, we can observe typical normal events; in addi-
tion to the normal events, there could be abnormal events and/or unknown events.
Ideally, we could build a typical normal model of the environment and useχ2 statis-
tics to determine the abnormal events that deviate from the normal model. However,
the maximum probability of observed sequence given an alternative model is not
easy to calculate. Therefore, we use a simple-vs-simple hypotheses test that has
completely specified models under both the null and alternative hypotheses. The pa-
rameter space isΘ = {θ0,θ1}, and f0 denotes the probability density function ofX
whenθ = θ0 and f1 denotes the probability density function ofX whenθ = θ1. The
hypotheses are equivalent to:

H0 : θ = θ0 versusH1 : θ = θ1 (1.1)

The likelihood ratio test statistics can be written as:

Λ(x) =
L(θ0|x)
L(θ1|x)

=
f (x|θ0)

f (x|θ1)
(1.2)

In the form stated above, the likelihood ratio is small if thealternative model is
better than the null model; the likelihood ratio test provides the decision rule as:

{

i fΛ ≥ c acceptH0

i fΛ < c rejectH0
(1.3)

where the decision threshold for accepting or rejectingH0 is a constantc. For our
temporal anomaly detection, the null and alternative hypotheses use PST models
θ . Hence, we denote the PST model for the null hypothesis asp(x|H0;θ0) and for
the alternative hypothesis asp(x|H1;θ1). The likelihood-ratio sequential decision
process is given byp(x|H0;θ0)/p(x|H1;θ1). Usually, the logarithm of this statistic
is used giving the log-likelihood ratio,

Λ(x) = log(x|H0;θ0)− log(x|H1;θ1) (1.4)

Ideally, we would use normal events to train the PST modelθ0, and abnormal
events to train the PST modelθ1; the likelihood-ratioΛ(x) is the ratio of normal
model versus abnormal model. However, in practice, it is often difficult to ob-
tain a typical abnormal models. A solution to this problem isto use all available
events as the abnormal model. This is known as the Universal Background Model
(UBM) [21]. Therefore, we train the PST modelθ0 using normal events andθ1 using
all possible events including normal, abnormal, and unknown events. The reason is
that during the training period, we may encounter various event sequences that are
normal, abnormal and/or undetermined. The model forH0 can be estimated using a
normal event sequence. However, the model forH1 is less well defined since it po-
tentially must represent every abnormal situation possible. Since the environments
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that WSNs operate in are typically unknown, it is not possible to trainH1 with every
abnormal situation. Therefore, we believe the UWB, which uses all sequences of
events, is a more suitable way to defineH1.

1.4 Experiments

The primary objective of this research is to design a robust sequential anomaly de-
tection system for resource constrained WSNs that is applicable to a wide range
of applications. Thus, to validate our approach, we illustrate it in two domains —
volcano monitoring and highway traffic monitoring. Each experiment illustrates dif-
ferent aspects of our approach. In the volcano monitoring application we show the
system making sequential detections using a single seismicsensor, while in the high-
way traffic monitoring application, we show a network of sensors detecting unusual
events in traffic patterns.

1.4.1 Performance Metrics

The following performance metrics are used to evaluate our system: compression
ratio, and the ROC (receiver operating characteristic) curve. The compression ratio
refers to the ratio of the size of data before compression andthe size of data after
compression, i.e.,uncompressed data/compressed data. The detection outcome can
be described in the contengency table shown in 1.2. The ROC curve is created by
plotting the fraction of true positives out of the true positive rate (TPR) vs. the false
positive rate (FPR), at various likelihood-ratio threshold settings. Finally, theFPR
or false alarm rate is the fraction of negative examples predicted as positive class,
i.e.,FPR = FP/(TN+FP), while theFNR or miss rate is the fraction of positive ex-
amples predicated as a negative class, i.e.,FNR = FN/(TP+FN). Ideally, the values
of sensitivity and specificity are at 100%; and the values of false alarm rate and miss
rate are at 0%.

Table 1.2 2x2 Contingency Table

Ground truth (Gold standard)
Detection True Positive False Positive Precision

(TP) (FP) PPV = T P
T P+FN

outcome False Negative True Negative Negative predictive value
(FN) (TN) NPV = T N

TN+FN
Sensitivity Specificity Accuracy

TPR = T P
TP+FN SPC = T N

(FP+TN) ACC = T P+TN
(T P+FP+TN+FN)
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1.4.2 Volcano Monitoring Application

We use a volcano monitoring dataset to test the proposed anomaly detection system.
Specifically, this test serves as a proof-of-concept to illustrate how our enhanced
time modeling module works on a real world dataset. The dataset was collected
by Werner-Allen, et al., over a 24-hour time period at the Volcano Reventador [30].
The data used in our experiments is obtained from one of the seismic stations, which
samples the environment at 120Hz. Since the data is voluminous, we have analyzed
one day’s worth of data, which is approximately 200 megabytes. This data is from
a single station (a single sensor node). The classes are assumed to carry the higher
semantic meaning of the data, such as different levels of volcanic activities. Then,
we can analyze the sequence of activities to understand their temporal semantic
meanings. Observe that in the data of Figure 1.4 there are more than 15 hours of
no activities followed by an eruption of less than a minute. The top part of Figure
1.4 shows the raw seismic sensor readings recorded over a 24-hour time period. We
applied the unsupervised classifier (described in [13]) to classify the sensor signals
into 13 distinct classes (see the bottom part of Figure 1.4).

Fig. 1.4 Top: raw seismic readings over a time period of 24 hours [30].Bottom: the classifications
based on the raw seismic readings.

Our experiments with volcano data do not involve clusters orclusterheads. How-
ever, the detection process for the entire WSN work is described in Section 1.3. We
have also demonstrated in our prior work [13], [14] that our developed detection
system works with multiple layers of clusters of sensor nodes that use multiple sen-
sors in our lab environments. Our approach in [13], [14] usesheuristic discrete states
to model time; however since the 2-step temporal modelling approach proposed in
this chapter also uses discrete state representations, we believe this should work
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with the existing system architecture when implemented on the physical nodes. We
also illustrate the hierarchical approach in the traffic monitoring application, which
follows this subsection. The current approach is more robust when detecting mul-
tiple anomalies in the environment and takes less communication by transmitting
compressed temporal sequences.

1.4.2.1 Preprocessing

The top part of Figure 1.4 depicts the raw seismic readings recorded over a 24-hour
time period. The raw seismic dataO is normalized and classed by our classifier
described in [13]. as shown in the bottom part of Figure 1.4. The raw sensor dataO is
classified into|Σ |= 13 classes by setting the vigilance parameterρ of the classifier
to 0.93. Hence, the output temporal classification sequenceC has an alphabet size
|Σ | of 13. Note that the physical meaning of these 13 classes is unknown, since we
do not have a seismic geologists’s analysis of this data. In future work, if we have the
ground truth of the seismic data, the classifer can assign more meaningful classes
(e.g., magnitudes of eruptions) by adjusting its vigilanceparameterρ . The data is
grouped into hour-long subsets. Based on visual inspection, there are no volcanic
activities during the period between the 1st hour and the 15th hour; we regard this
period as the normal period. There is an anomaly/eruption between the 15th hour
and the 16th hour. Thus, we regard this hour as an abnormal period. We are unable
to determine whether the periods following the eruption are“normal after eruption”
or “abnormal”. As a result, we currently discard the data after the 16th hour. In
summary, we treat hours 1− 15 as a normal period and hour 16 as an abnormal
period.

1.4.2.2 PST vs. Fixed Length Markov Model

We first compare the performances between the PST model and the traditional fixed
length Markov model on the volcano monitoring dataset. In this experiment, we
use the abnormal period’s class sequence (hour 16) as training data and the normal
periods’ (hours 1-15) class sequences as testing data. The performance is measured
by the negative log-likelihood of the normal class sequencegiven the observation of
the abnormal class sequence. Specifically, we construct both PST and fixed length
Markov models from the training data with Markov orders 1, 2,3, 4, 5, and 10.
For each PST/fixed length Markov model, we calculate the negative log-likelihood
P(C|λ ) of the testing sequenceC given the PST/fixed length Markov modelλ . The
larger the negative log-likelihood value is, the more dissimilar are the compared
sequences. We expect the dissimilarity between the abnormal period and the normal
period to grow as the memory order grows.

Our results are summarized in Table 1.3. The empirical results indicate that the
sizes of PST models are much smaller than the traditional fixed length Markov mod-
els as the order increases. For example, observe that the 10th order fixed length



16 Yuanyuan Li, Michael Thomason and Lynne E. Parker

Markov model uses 981 states, while the order-10 PST model only uses 205 states.
The negative log-likelihood is the same between a sequence given a PST model and
a fixed length Markov model with the same order, since we eliminate nodes that
have the same probabilities as their parent nodes when constructing the PST mod-
els. The model is lossless in terms of capturing the information of the training data.
Therefore, we prefer a PST model over a fixed-length Markov model because it is
purely data-driven, it is flexible, and most importantly, ittakes less space. Note that
the PST models can be pruned to remove some low probability nodes (see [22]);
however, this will lead to information loss. In future work,we will evaluate the
proposed detection system based on PST models with thresholds to remove low
probability nodes. In addition, we will explore a systematic procedure for deciding
the threshold values for PST models in the proposed detection system.

Table 1.3 Comparison of fixed length Markov models vs. PST models

Order Number of nodesNegative log-likelihood
Fixed 1 12 −0.0141
length 2 45 −0.0112
Markov 3 104 −0.0092

4 190 −0.0078
5 296 −0.0069
10 981 −0.0046

PST 1 12 −0.0141
2 41 −0.0112
3 76 −0.0092
4 116 −0.0078
5 146 −0.0069
10 205 −0.0046

1.4.2.3 PST Model with Compressed Temporal Sequence

As shown in the previous section, using the PST model directly on the volcano
monitoring dataset is still not practical for the resource limited sensor nodes, i.e.,
it takes 208 states to build a PST model with a memory of 10 observations. An
observation with 10 samples can hardly capture any meaningful sequences in the
environment monitoring type of applications. In reality, daily life activities usually
take more than 10 observations to capture. If modeling such along sequence of
actions is important to an application, the PST model will not be a practical solution
if used directly on the raw samples. Our proposed compression technique, in which
the PST is built from the higher level symbol representationrather than the original
data, addresses this issue.

We applied the standard LZW symbol compression algorithm onthe class se-
quences of the dataset. The average dictionary size for 16 hours (excluding the
pre-built characters in the dictionary) is approximately 61 entries per hour. Table
1.4 shows some sample entries. Based on the given data, we observe that there are
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Table 1.4 Partial dictionary of the volcano data

Entry (class labels)
...
1111111122
211111115
51511
111112111111
111111111111111111111111111111...111111111115
51111111
...

long periods of inactivity, which are denoted by sequences of class “1”. Then, we
apply the compression algorithm to all 16 hours of data independently. The average
compression ratio for the 16 hours is approximately 33:1. The compressed repre-
sentation of data saves on both processing power and reducesthe amount of storage
on the sensor nodes. Most importantly, when the local sensornodes transmit the
temporal models to the clusterheads, they are able to save the transmission power as
well.
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(a) ROC curve for order-5 PST model
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(b) ROC curve for order-10 PST model

Fig. 1.5 ROC curves built from order-5 PST model and order-10 PST model.

For sequential detection decisions, we employ an universallikelihood-ratio de-
tection scheme as given in Equation (1.3). The detection procedure works as fol-
lows: during the training period, we use semantics (compressed symbols) from
hours 1-16 to obtain the alternative hypothesisp(S|H1), and hour 16 to obtain
the null hypothesisp(S|H0). In order to determine the detection thresholdc, we
use the Receiver Operating Characteristic (ROC). ROC is a graphical plot of the
TPR/sensitivity vs. theFPR/false alarm rate for a binary classifier system as its dis-
crimination threshold is varied. We have built two PST models for the dataset with
orders 5 and 10. Figure 1.5 shows the ROC curve for the order-5PST model (left),
as well as the ROC curve for the order-10 PST (right). Note that each prediction re-
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Table 1.5 Performances for PST orders 5 and 10 w. compression

PST orderThreshold (c) Sensitivity (TPR) Specificity (TNR)
5 0.4803 89.47% 71.59%

0.493 83.63% 81.44%
0.5057 81.87% 84.79%
0.5184 80.70% 86.24%

10 0.4911 100.00% 89.84%
0.5039 98.25% 93.69%
0.5167 98.25% 95.20%
0.5295 96.49% 97.10%

sult (or one instance of a confusion matrix) represents one point in the ROC space.
The best possible prediction method would yield a point in the upper left corner
representing no false negatives and no false positives. From Figure 1.5 (left), we
observe that the optimal operating point for the order-5 PSTmodel is with aTPR
of 84% and aFPR of 19%. From Figure 1.5 (right), we observe that the optimal
operating point for the order-10 PST model is with aTPR of 98% and aFPR of
5%. We use the optimal operating points as references to choose likelihood ratio
thresholdc values in Equation(1.3). Table 1.5 shows the results of different val-
ues of the thresholdθ . Based on the detection performances, the sensitivity (TPR)
for the order-5 PST model is 83.63% whenc = 0.493, which has the best trade-
off between sensitivity and specificity. The sensitivity (TPR) for the order-10 PST
model is 98.25% whenc = 0.5167, which has the best tradeoff between sensitiv-
ity and specificity. It is the closest value to the order-10 PST ROC optimal point.
Therefore, we choosec values of 0.493 and 0.5167 for PSTs of orders 5 and 10,
respectively. In addition, the specificity for PST orders 5 and 10 PST models are
81.44% and 95.2%, respectively. The sensitivity and specificity are relatively high
for both PST models. This indicates the ROC curves provide good reference when
choosing the values for thresholdθ . The tree sizes for the orders 5 and 10 PST
models are 186 and 241 nodes, respectively. Note that the nodes of PST models that
are built from compressed sequences represent higher semantic temporal meanings.
Therefore, the nodes represent much longer observations compared to the nodes of
the PSTs that are built from the uncompressed sequences, (i.e., the order 10 PST
is modeling a sequence with approximately 330 observationscompared to 10 ob-
servations). The detection results show that our proposed PST model with symbol
compression method is able to detect anomalies with high performance. Addition-
ally, the UWB-based likelihood ratio detector is robust andable to detect multiple
anomalies in a time sequence with high performance. The robustness and the abil-
ity of detecting multiple anomalies are significant enhancements to our previous
heuristic state machine [13].
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1.4.3 Caltrans Highway Traffic Monitoring Application

To evaluate the effectiveness and flexibility of our approach for a hierarchical sensor
network, we have evaluated our framework in the applicationof highway traffic
monitoring using data from the Caltrans Performance Measurement System (PeMS)
project. The traffic data of the PeMS system is collected in real time from over
25,000 sensors that span the freeway system across all majormetropolitan areas
of the State of California [1]. Existing research studies using the PeMS database
include sensor fault detection [4], detection of spatial configuration errors in traffic
surveillance sensors [11], and analysis of highway congestion [26]. Our goal in this
study is to determine whether our proposed anomaly detection system is flexible
enough to be applied in very different domains; in this case,for detecting highway
incidents, which is a significantly different domain from seismic analysis.

Fig. 1.6 Sensor network deployment on highway I-80 west. The chosen location is marked in red.
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Fig. 1.7 Top: normalized sensor readings for lane 5 at VDS 400803, including: flow, speed, de-
lay(35) and delay(45). Bottom: unsupervised classifer forlane 5. The red stars indicate incidents.
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In a typical highway sensor deployment under PeMS, a single sensor is posi-
tioned in each highway lane, as illustrated in Figure 1.6. For our study, we chose
four highway segments on highway I-80 with various traffic patterns. Highway I-
80 has been studied in many research projects such as [31], [7], and [12]. One of
the highway segments is very congested – specifically, the highway I-80 westbound
lanes near the 9.92 mile marker in the San Francisco Bay Area.The Vehicle Detector
Station (VDS) located at the chosen location is 400803. The rest of the highway seg-
ments are VDS 314491 in District 3, Sacramento Country, at the 95.85 mile marker;
VDS 400929 in District 4 Contra Costa County, at the 42.45 mile marker; and VDS
401790 in District 4, Solano County, at the 20.62 mile marker. All chosen highway
segments have five (5) lanes, each lane has one detector. For example, VDS 400803
has lane detection IDs 405018 to 405022 for lanes 1 to 5, respectively. We treat
sensor data collected from each lane as an individual cluster member sensor node.
We obtain data from PeMS over a period of three (3) weeks, fromAugust 2 to Au-
gust 22, 2010. This dataset gives us 6048 data samples per detector, totaling 30,240
samples across the five (5) sensors and 120,960 samples for all four (4) VDS. This
particular subset of the data had 65 incidents associated with VDS 400803, 14 inci-
dents associated with VDS 401790, 49 incidents associated with VDS 400929, and
62 incidents associated with VDS 314491. These incidents served as the ground
truth for our studies. Each sensor is sampled once every five (5) minutes (i.e., 12
samples per hour), and returns four (4) features: flow, speed, delay(35), and de-
lay(45). The flow feature measures the number of vehicles that pass by the sensor
in a given period of time. The 5-minute speed is computed fromthe flow and occu-
pancy using the usual formulaspeed = f low/occupancy∗G, whereG is the average
effective vehicle length, and is set to 6 meters (20 feet). The delay(x) feature, where
x is either 35 or 45, is the additional travel time required fora vehicle to travel a
given distance, compared to a standard speed of 35 or 45 milesper hour. In addition
to the raw sensor measurements, the PeMS dataset also includes manual notations
of traffic events that are reported at given time periods. Sensors that are within one
(1) mile of these events are tagged with the associated eventdata. Example traffic
events that are noted in PeMS include traffic collision, hit and run, vehicle driving
on center divider, traffic hazard, pedestrian on road, etc.

To illustrate our hierarchical sensor network approach, wesimulated an addi-
tional clusterhead sensor for these five (5) traffic lane sensors. Thus, each of the
five cluster member nodes would use the real traffic data as input to our anomaly
detection system to detect incidents based on local observations. Each cluster mem-
ber would then send its learned class labels to the clusterhead, which would detect
anomalies based on the combination of the local sensors’ class labels. To train our
sensor network, we divided the samples by week, due to the natural temporal pat-
terns of the traffic data. That is, the traffic data tends to follow daily and weekly
cycles. Since the data is relatively sparse (e.g., 5 minutesper sample), we decided
to train the system using weekly cycles. Therefore, we use the first week’s data as
training samples and the rest of the two weeks’ data as testing samples. We fur-
ther divide the training samples by each hour. We marked the hour as normal if the
hour has no accident (as classified by the PeMS dataset), and we marked the data
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(a) The order-1 PST model
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(b) The 1-state HMM model

Fig. 1.8 ROC curves built from order-1 PST model and 1-state HMM modelfor the lane 5 sensor
node of the VDS 400803.
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(a) The order-1 PST model
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(b) The 1-state HMM model

Fig. 1.9 ROC curves built from order-1 PST model and 1-state HMM modelfor the clusterhead’s
detection system of the VDS 400803.

samples that fell into the incident periods as abnormal traffic patterns. We build a
normal PST model using all the normal temporal sequences anda universal PST
model using all the training samples (i.e., normal + abnormal samples). Since the
sample rate is sparse, we turned off the temporal symbol compressor module. This
demonstrates the modularity of our approach.

Using our approach, the raw sensor data are first processed bythe unsupervised
classifier. We set the vigilance levels as 0.9 and 0.8 for cluster members and the
clusterhead, respectively. The parameters roughly represent natural traffic patterns
over a week. For example, using the threshold 0.9 for lane 5 atthe VDS 400803, the
traffic data was classified into 16 classes by the classifier, as illustrated in Figure 1.9.
The top figure shows the normalized sensor readings, and the bottom figure shows
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the classifications. The incidents are marked in red. We can clearly see the daily
patterns over a week with the chosen vigilance levels.

For comparison purposes, we also train a Hidden Markov Model(HMM). In
the HMM approach, we replace the PST model with a HMM model, keeping the
classifier module and the UBM likelihood-ratio detection module the same as our
proposed system. To train the HMM, we first randomly initialize the prior, transition
matrix and the observation matrix. Then, we apply the Expectation-Maximization
(EM) [20] algorithm to learn the parameters of the HMM model offline. The EM
algorithm runs until convergence or for a maximum of 15 iterations. We have run
both HMM and PST versions with model sizes from 1 to 15 states/orders. We found
order-1 PST and 1-state HMM performances to be the best. We believe this is be-
cause the traffic data is quite sparse. It is much sparser thanthe volcano dataset,
i.e., the 5-minute data volume for the traffic monitoring application consists of
1 sample, while the volcano monitoring application has 36,000 samples. Hence,
the traffic dataset does not contain a sufficient number of samples to train a large
PST/HMM model. The average model size for 1-order PSTs are 6,6.7 and 6.8 nodes
for VDS314491, VDS400803 and VDS400929, respectively. TheHMM model con-
sists of one start probability matrix, one transition probability matrix and one emis-
sion matrix. The model size for the 1-state HMM model is 18 nodes, which is always
fixed for all sensor nodes. Thus, the PST model has a smaller size in this application.

Figure 1.8 shows the ROC curves for the order-1 PST (left) and1-state HMM
(right) of the VDS 400803. Figure 1.9 (left) shows the ROC curve for the clusterhead
node with a PST of order-1 of the VDS 400803, whereas Figure 1.9 (right) shows
the ROC curve for the clusterhead built with a 1-state HMM of the VDS 400803.
The PST models have better performances than HMM models as indicated by the
large Area Under Curve (AUC)s in the ROC graphs (see Table 1.6). We believe
this is caused by the random initialization of the model parameters. Based on the
initial parameter values, the EM algorithm may not find global optimal results. In
addition, the data size not may not be large enough to train both the emission matrix
and the transition matrix. We can also observe that the clusterhead is more capable
than the cluster members in terms of the percentage of anomalies detected. This
illustrates that the clusterhead’s more global perspective is able to detect anomalies
that individual nodes cannot. For example, if an incident occurred in an outer traffic
lane, it is more likely to affect the adjacent lane than it is to affect the inner traffic
lane. The clusterhead may catch this anomaly if it is sensitive enough to the change.

Table 1.6 shows the AUC of ROC for all four VDS. The AUC of ROC can be
treated as one form of model comparison. To determine the significance of the dif-
ferences in the results, the Student’s T-test is applied. The assumption of the test
is that the underlying distributions of accuracies/errorsare Gaussian, because of
the Central Limit Theorem — as the number of testing sets approaches infinity the
distribution of the mean of accuracy/error approaches a Normal distribution. The
Student’s T-test was applied to the accuracy (AUC) results for the clusterhead per-
formance compared against other lanes’ performances. Thistest confirms that the
differences in these results are statistically significant, with a confidence level of
95%. In addition, the PST models have better performance compared to HMM al-
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gorithm. The student’s T-test confirms that the differencesin these results are statis-
tically significant, with a confidence level of 99%.

Table 1.6 Area Under Curve comparisons of 1-order PST and 1-state HMM model for all VDS

Lane1 Lane2 Lane3 Lane4 Lane5 Clusterhead
PST (std. dev) 72%(13%) 70% (8%) 69% (6%) 74% (6%)74% (8%) 89% (1%)
HMM (std. dev) 66% (5%) 63% (15%)61% (7%) 64% (7%)68% (10%)80% (3%)

In summary, we believe that these results, combined with theseismic application,
illustrate that our proposed sequential anomaly detectionsystem is flexible enough
to be applied in very different applications domains, and can achieve a satisfactorily
high performance.

1.5 Conclusions

Using resource constrained WSNs for environment monitoring of applications such
as volcanic eruptions and traffic flows are challenging, because the events of inter-
est are usually preceded by a long periods of inactivity and the event itself may last
only for a short period of time. The main objective of this chapter is to propose a
distributed sequential anomaly detection system in an unknown environment using a
WSN. In this chapter, we have proposed a sequential detection procedure to analyze
and extract semantic symbols from a sequence of observations. The system first de-
tects sensory level anomalies using an unsupervised neuralnetwork and then detects
time-related changes online by using a likelihood-ratio detection scheme. Our pro-
posed temporal modeling technique is able to capture high-order temporal depen-
dencies in some parts of the behavior and lower-order dependencies elsewhere. We
have verified the proposed approach using a volcano monitoring dataset and a traffic
monitoring application. Results show that our system yields high performance. Our
iterative temporal learning approach captures the temporal dependencies in data and
removes redundancies, which translates into energy savings in the WSN. The algo-
rithm is distributed, and supports a hierarchical learningstructure, which we believe
will scale to a large number of sensors and will be practical for resource constrained
sensor nodes.
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