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So far we have presented Linux processes as mainly isolated from one another by the 
mechanisms of the operating system. Virtual memory gives every process a unique and private 
view of data stored in memory segments: code, globals, stack and heap. The fork system call 
creates a new child process, but it has its own copies of all the writable areas of memory 
(globals, stack and heap) as well as its own values for all of the processor registers. The only 
direct communication we have described between processes occurs through very limited values 
passed through system calls. such as the exit value given as an argument to the exit() 
system call and available to the parent as the WEXITSTATUS field of the status value returned 
by the wait() system call. 
 
We have described an indirect way to communicate between processes, which is for one 
process to write to a file which another process then reads. This allows two processes to 
communicate through the file system, but it has some drawbacks. The first process must 
complete writing before the second process starts in order to ensure that all the intended data 
is transferred. Another drawback is that a file is created that stores all of the data transferred. 
That data may not be of any use after it has been read, but if the reading process does not 
delete the file it will persist in the file system, taking up storage and an entry in some directory. 
Finally, there is a need to choose a unique file name for each pair of processes that 
communicate in this way and for both the reading and writing process to open the same file. All 
these drawbacks can be overcome, but they result in an awkward and error-prone means of 
interprocess communication. 
 
The Linux pipe mechanism is a convenient and efficient way for a pair of parent and child 
processes to communicate while both execute simultaneously, without having to work about 
synchronization between reader and writer and without creating a file. A pipe is a memory 
buffer that is managed by the operating system which can be written and read as if it were a 
file. That buffer has a limit on the amount of data that it can hold (more about that later). 
 
The pipe() system call creates such a buffer and returns to the creating process two file 
descriptors, one of which can be used to write data into the buffer and the other of which can 
be used to read data from it. Both the reading and writing file descriptors are held by one 
process, but the intent is for two processes to use them to communicate. When the process 
that created the pipe makes a fork() system call, then both file descriptors are duplicated so 
that the parent and child hold copies of each.  
 
The usual way of using a pipe is for one process do all the writing and for the other to do all the 
reading. For the operating system to understand that the writing process will never read data 
from the pipe, the writer closes the file descriptor used for reading. Similarly, the reading 
process closes the file descriptor used for writing. When the writer has finished writing data 



into the pipe it closes the file descriptor used for writing (or if it simply exits, the file descriptor 
is closed automatically by the operating system). When the reader has consumed all of the data 
written by the writer it gets and end-of-file return value from the read() system call, just as if 
it had reached the end of a file. 
 
Pipes are most commonly used to connect a process producing data on its standard output to 
one that is reading that data from its standard input. The shell enables such an arrangement by 
using the “pipe symbol” (‘|’) to connect processes that are invoked using two commands. As 
the writer produces data it fills the pipe and as the reader consumes data it empties the pipe. 
However, remember that the buffer can only hold so much data. What happens if the writer 
produces more data than the buffer can hold, or if the reader tries to read more data than the 
buffer has in it? 
 
This is the key difference between using a file to communicate and using a buffer. Not having to 
choose a unique file name, create a temporary file in some directory and remember to delete it 
are all useful and convenient. But it is the coordination between reader and writer that allows 
the two process to execute simultaneously without having to worry about overfilling or 
emptying the pipe. 
 
If the writing process tries to write data into a pipe whose buffer is full, it will be suspended by 
the operating system until the reader has created space in the buffer by emptying it. When 
space becomes available, the operating system then transfers data from the writing process 
into the buffer and allows the writer to continue executing. If the reading process tries to read 
from a pipe whose buffer is empty the it will be suspended by the operating system until the 
writer has put more data into the buffer. When data becomes available, the operating system 
transfers that data from the buffer into the reading process and allows the reader to continue 
executing. This coordination of reading and writing with the full/empty status of the buffer can 
only be done by the operating system itself and is not possible when using a file to 
communicate data between two processes. 
 
Because there is no name in the file system for both processes to open, pipes can only be 
shared between a parent and child process when a fork occurs (multiple forks can result in 
sharing between a process and an ancestor process that is not its direct parent). A pipe only 
exists in an open state, and when all processes that might read from it have either closed their 
file descriptors or exited, the pipe ceases to exist and any unread data that might remain in it is 
discarded. 
 
Dr. Plank’s notes contain example code and some more detailed discussion of what happens 
when errors or unusual conditions occur. 
 


